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ABSTRACT Text style transfer is the task of altering the stylistic way in which a given sentence is written
while maintaining its original meaning. The task requires models to identify and modify various stylistic
properties, such as politeness, formality, and sentiment. With the advent of Large Language Models (LLMs)
and their remarkable performances for a variety of tasks, numerous LLMs have emerged in the past few years.
This paper provides an overview of recent advancements in text style transfer using LLMs. The discussion
is focused on LLM-based approaches commonly used for text generation and their adoption for text style
transfer. The paper is organized around three main groups of methods: prompting techniques for LLMs, fine-
tuning techniques for LLMs, and memory-augmented LLMs. The discussion emphasizes the similarities and
differences among the discussed methods and groups, along with the challenges and opportunities that are
expected to direct and foster further research in the field.

INDEX TERMS Text style transfer, large language models, natural language processing, natural language

generation.

I. INTRODUCTION

Text style transfer (TST) focuses on altering specific stylistic
attributes of text while preserving its underlying content.
This task involves transforming texts to meet various stylistic
criteria, such as sentiment, formality, or politeness while
preserving their explicit meaning. Adjusting the style could
be crucial in improving communication and/or writing skills
by making the text more polite or more suitable for formal
occasions. In the realm of social media platforms or online
communities, transferring the style could enhance user
interactions and reduce misunderstandings by adjusting the
emotional tone of user content to make it more positive or to
remove inappropriate language.

Prior to the advent of Large Language Models (LLMs),
methods for TST relied mostly on encoder-decoder architec-
ture [1], generative adversarial networks [2], and reinforce-
ment learning [3]. Considering the nature of the task, an ideal
approach would be the use of large parallel corpora in a
supervised manner. Since such data is difficult to construct
and not always available, most of the methods were focused
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on unsupervised learning with non-parallel datasets often
relying on approaches that include additional input [4], [5] or
components [6], [7] and use composite learning objectives [8]
or rewards [9] to facilitate text style transfer.

The lack of large and high-quality parallel datasets for
diverse styles, which limits the performance of existing
approaches, remains a big challenge. The existing approaches
face difficulties in disentangling style from content since
separating the writing style from the main content is still
difficult. Balancing the trade-off between preserving the orig-
inal meaning and successfully modifying the style remains a
significant challenge, as adjusting the style sometimes leads
to unintended changes in the meaning and/or a reduction in
fluency. The advanced capabilities of LLMs may contribute
to improving the text style transfer task by using their
pre-trained knowledge and ability to incorporate external
knowledge.

With the advent of LLMs, their application for TST
gained attention primarily focused on exploring prompting
techniques [10], [11]. By following task-specific instructions
and/or examples, prompting enables a flexible and efficient
method to explore various styles, for a wide range of text
style transfer tasks, including arbitrary styles that often
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lack extensive parallel data. While prompting techniques
significantly reduce the need for huge datasets, other methods
such as fine-tuning [12], and memory augmentation [13]
have also motivated recent approaches. Fine-tuning enables
adapting to specific stylistic properties using smaller and
more targeted datasets, especially for specialized styles where
general models often underperform. Memory augmentation
allows the incorporation of external information and/or
internal memories to improve the generation. It can help the
model generate text that better aligns with the desired target
style and maintains the original content.

This paper provides an overview of recent advancements in
text style transfer using LLMs as exploratory research into the
strengths, weaknesses, and future possibilities. In an attempt
to build a current view of the research in the field of TST,
we have distilled a list of papers from the current body of
literature on TST, focusing on state-of-the-art (SOTA) LLM-
based approaches. Beginning with a brief introduction to
the tasks, datasets, evaluation methods, and SOTA pre-LLM
approaches we continue the discussion of the LLM-based
approaches for text style transfer. We further discuss these
methods grouped among three main categories: prompting
techniques, fine-tuning techniques, and memory-augmented
LLMs. Pre-LLM approaches were selected based on their
usage as a benchmark for comparison with other methods.

By the time of writing this paper, there were a few surveys
covering different aspects of text style transfer [14], [15],
[16], [17], [18], and many surveys summarizing different
aspects and use cases of LLMs [19], [20], [21], [22], [23],
[24]. However, none of them were focused particularly on the
application of LL.Ms for text style transfer.

The rest of the paper is organized as follows. After the
introductory section, Section II provides an overview of the
text style transfer tasks, datasets, and pre-LLM approaches.
Section III gives a brief introduction to techniques for
LLM-based text generation that is followed by a discus-
sion of LLM-based approaches for text style transfer in
Section IV and its challenges in Section V and implications
in Section VI. Section VII concludes the paper.

Il. TEXT STYLE TRANSFER

A. OVERVIEW OF TEXT STYLE TRANSFER: TASKS,
DATASETS, AND EVALUATION

Text style transfer is the task of altering and/or adapting
the stylistic way in which a sentence is written. It involves
generating a new sentence that preserves the same explicit
meaning but stylistically differs from the original one. The
term style could refer to diverse properties such as the
individual style of the author, politeness, formality, sentiment,
and other styles. Depending on the style property that is
altered several text style transfer tasks could be identified.
Modifying the level of politeness or formality is known
as politeness transfer and formality transfer, respectively.
Adapting the emotions manifested in a sentence is known
as sentiment transfer. Rewriting text to match an individual
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author’s style falls under personal style transfer. An example
is Shakespearean writing style.! Expertise style transfer
is the task of transforming a sentence to make it more
understandable for non-experts in a particular field (e.g.
medical experts vs. layman). Correcting the implicit and
potentially undesirable bias is referred to as neutralizing
subjective bias. Substituting the offensiveness with a neutral
style is the objective of the transferring offensive to non-
offensive text task. Transforming a sentence that contains
toxic speech into a neutral one is the task of deroxification.
TST comes down to a sequence-to-sequence problem
for which having a parallel dataset would be preferable.
A parallel dataset is composed of sentence pairs with the
same meaning written in two different styles. Depending on
the style attribute, various parallel datasets have been used
in the previous research: GYAFC [25] (formality transfer),
Shakespeare [26], [27] (personal style transfer), WNC [28]
(bias correction), ParaDetox [29] (detoxification), and
others. Obtaining and labeling large parallel datasets that are
essential, especially for larger models is often unfeasible,
resulting in increased attention on methods that do not require
the use of a parallel dataset. Non-parallel datasets contain
sentences in different styles, however, they are not mapped
between styles so there is no sentence with the same meaning
in another style. The most frequently used non-parallel
datasets include: Yelp2 (sentiment transfer), IMDB [30]
(sentiment transfer), Amazon [31] (sentiment transfer), and
others. The creation of pseudo-parallel data for supervised
training on non-parallel datasets has also been studied [32].
Evaluating TST is a non-trivial challenging task because of
the intertwined nature of semantic and stylistic properties in
language. It is often difficult to alter one without affecting
the other. Given the difficulties of conducting human
evaluation, automatic evaluation was more often performed.
The evaluation is mostly focused on three aspects: (1) quality
of semantic content preservation, (2) quality of style, and
(3) fluency. Evaluation metrics that measure the extent to
which the generated sentence matches human output are
used to evaluate the quality of semantic content preservation.
The most common evaluation metrics are BLEU [33],
METEOR [34], ROUGE-L [35], BERTScore [36], and
others. BLEU is often used to measure the degree to which
the model directly copies the input sentence. This variation
is called self-BLEU (sBLEU), while the distance from the
ground-truth references is referred to as reference-BLEU
(rBLEU). Quality of style is calculated as a percentage
of generated sentences labeled with the target style by a
pre-trained style classifier i.e. accuracy, while fluency is
often assessed by computing the perplexity with a pre-trained
language model. The most frequently used pre-trained
language model for this purpose is GPT-2 [37]. Several
metrics such as joint score [38], geometric and harmonic

]https://en.wikipedia.org/wiki/Shakespeare’s_writing_style, last visited:
05.08.2024
2https://Www.yelp.corIl/d:.it;.m=,t, last visited: 05.08.2024
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mean [39] were applied to combine the three aspects into a
single metric.

B. PRE-LLM APPROACHES FOR TEXT STYLE TRANSFER
Before the rise of LLMs, TST methods were primarily based
on the encoder-decoder architecture [1], Generative Adver-
sarial Networks (GANs) [2], and Reinforcement Learning
(RL) [3]. The methods based on encoder-decoder [4], [5], [6],
[40], [41], [42], [43] consisted of an encoder for creating a
latent style-free representation and a decoder for generating
a sentence in the target style. Some of the methods [6],
[42], [43] included an additional component (most fre-
quently a style classifier) to assist the generation further.
DeleteOnly [4] and DeleteAndRetrieve [4] used GRU [44]
for both the encoder and decoder. Apart from the input
sentence, as an additional input, DeleteOnly used an encoded
representation of the target style, while DeleteAndRetrieve
used an embedded representation of the style markers> of the
most similar sentence from the corpus of sentences with the
target style. B-GST [5] and G-GST [5] were built with the
same approach, but they used Transformer-based decoders
instead of GRU. StyleTransformer [42] utilized an additional
Transformer encoder to distinguish the style of the generated
sentences. Similarly, StableStyleTransformer [6] applied a
CNN [45] classifier to classify the style of the generated
sentence.

GAN-based approaches [7], [8], [46], [47] for TST exploit
adversarial training. A generator was utilized for generating
a sentence in the target style. These approaches replace the
style classifier component from the previous group with a
discriminator component trained with adversarial loss that
aims to distinguish between real and generated sentences in
the desired styles. AAE [46] aligned posterior probability
distributions obtained from the encoders for both input and
target styles with a feed-forward discriminator. CAAE [46]
used two CNN discriminators with the same objective.
MultiDecoder [7] and StyleEmbedding [7] trained a
discriminator to determine the style according to the encoded
representation of the input sentence with two adversarial
goals: maximizing the probability and the entropy of correctly
predicting the style. To better capture the desired style,
StyleDiscrepancy [8] included an additional discriminator
and loss function that was responsible for assessing if the
sentence matches the target style.

RL-based approaches [9], [48], [49], [50] employ a
reward-based system to generate a sentence in the desired
style. DualRL [9] designed a two-fold reward: a reward for
changing the style and a reward for preserving the content.
The reward for changing the style measures how well the
generated sentence matches the target style and is computed
with a style classifier, while the reward for preserving the
content measures the percentage of the content that was
preserved with the reconstruction of the input sentence.

3Style markers are words that have the most discriminative power for
determining the style of a sentence.
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An LSTM-based [51] encoder-decoder was trained with
the policy gradient algorithm [3] to maximize the expected
two-fold reward. DRL [50] used self-attention scores of a
trained style classifier as a reward for changing the style
and BLEU [33] computed only with content words as a
reward for preserving the content. A fluency reward was
introduced making the overall reward three-fold. This reward
was calculated as a token-level likelihood obtained with a
GPT-based [52] language model.

Ill. LLM-BASED APPROACHES FOR TEXT GENERATION
Large Language Models (LLMs) demonstrated remark-
able abilities in various NLP tasks by leveraging the
Transformer architecture [53]. Recently proposed methods
employ techniques such as zero-shot, few-shot, and Chain-
of-Thought (CoT) prompting [54], [55], [56] to obtain task-
specific outputs. Fine-tuning techniques and their parameter
efficient variants, such as Parameter Efficient Fine-tuning
(PEFT) [57] and Prefix Tuning [58] focus on adapting
the models for particular tasks. By incorporating external
knowledge in the generation process, Retrieval Augmented
Generation (RAG) [59] techniques aim to enhance the
performance. Knowledge Augmentation (KA) techniques
enhance the performance of knowledge-intensive tasks [60],
[61]. We encourage the reader to refer to the Appendix for a
more detailed description of these techniques.

IV. LLM-BASED APPROACHES FOR TEXT STYLE
TRANSFER

In this section, we describe several approaches for
LLM-based text style transfer laid out through the lenses of
three main categories: prompting techniques for LLMs, fine-
tuning techniques for LLMs, and memory-augmented LLMs.
Prompting methods are one of the earliest explored methods
that include standard zero-shot and few-shot prompting,
selecting optimal prompt via routing, text editing via
prompting, as well as using LLMs as auxiliary components
to enhance traditional pre-LLM approaches. Fine-tuning
involves adapting to specific tasks through standard fine-
tuning, instruction fine-tuning, parameter-efficient fine-
tuning, and reinforcement learning. Memory-augmented
LLM approaches, though relatively unexplored, focus on
integrating external knowledge as part of the input prompts
and aligning models with dynamic attribute graphs. The
categorization of the LLM-based text style transfer methods
in groups and subgroups is displayed in Figure 1. The
specific text style transfer approaches within each category,
along with the LLMs used and the TST tasks they address,
are presented in Table 1 and discussed in the following
subsections.

A. PROMPTING TECHNIQUES FOR TEXT STYLE TRANSFER
Prompting techniques are one of the first approaches
that were explored for LLM-based text style transfer.
The approaches include standard zero-shot and few-shot
prompting techniques that rely on input examples to guide
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LLM-based Text

Style Transfer

Standard fine- Memory Augmented

Prompting

Fine-tuning

tuning LLMs
Instruction fine- Alignment with dynamic Knowledge as part
tuning attribute graphs of the input
Reinforcement Prompting LLMs as auxiliary
PEFT X
Learning component for text style transfer
Prefix Prompt optimization Extracting rationales
tuning with RL from LLMs
Steering RL from machine

LLMs' output feedback

FIGURE 1. Taxonomy for the techniques and methods for LLM-based text style transfer discussed in this paper.

the generation of a sentence in the desired target style. model size from 1B to 3B showed
Prompting strategies that utilize text editing are focused
on defining prompts to guide the model to edit the input
sentence. Methods based on prompt routing use a routing
mechanism to select the best prompt that is the most effective
for the particular task. Additionally, LLMs can be used as
an auxiliary component to enhance other pre-LLM-based
models. A general architecture of the prompting methods is
shown in Figure 2 a).

demonstrated low BLEU scores
to add additional information to

Text editing via
prompting

Standard
prompting

Prompt selection
by routing

Combining LLMs and attention-
based pre-LLM models

a significant performance

boost, but further increasing the size did not provide such
an increase in performance. Augmented zero-shot [10]

because of the tendency
the generated sentences.

Overall, few-shot prompting improved performance over
zero-shot prompting [69]. Specific syntax and semantics of
the prompt template were shown to significantly impact
model performance [11]. The use of contrastive prompts and

re-ranking was shown to improve style quality.

1) STANDARD ZERO-SHOT AND FEW-SHOT PROMPTING
Standard zero-shot and few-shot prompting techniques lever-
age a few or no task-specific demonstrations to guide the
LLM in generating text in the desired target style. Several
methods have been proposed [10], [11], [69], [77]. Few
approaches explore the performances of zero-shot and few-
shot techniques [10], [11], [69]. Augmented zero-shot [10]
used a single set of exemplars as part of the prompt, that
included a variety of sentence rewriting operations instead of
exemplars specific to the target style. Apart from the vanilla
prompt, which only specifies the target style, Prompt-and-
Rerank [11] explored a contrastive prompt (specifies both
the source and the target style to create a clear contrast
between them) and two negation prompts (specify the target
style as a negation of the source style and vice versa).
To obtain the output sentences, this model generated K
candidate outputs, then ranked them according to 3-fold
criteria (fluency, transfer strength, and textual similarity) and
took the highest ranking one as the final output.

The experimental results showed that smaller models
struggle, especially for zero-shot prompting [69]. GPT-2-
small [11] often copied long sections from the input. Larger
models performed better [10], [11]. However, the improve-
ment diminished with increasing the size [69]. Increasing the

2) TEXT EDITING VIA PROMPTING

guides the model to edit a specific

masking. To be more controllable

sentence, the goal was to obtain a
An edit-based search was applied

editing operations: insertion, delet
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Text editing via prompting involves defining a prompt that

part of the input sentence

in order to generate an output sentence that conforms to the
desired target style. Two of the recently proposed methods
rely on text editing via prompting for text style transfer.
PEGF [77] guided the LLM to modify only a small part of
the sentence within the editing region. It relied on prompting
for two steps. An LLM was first prompted to identify
stylistic words by assigning each word a score in the range
[—1, +1]. Words with a score higher than a predefined
threshold were considered stylistic words. The LLM was
again prompted to ‘“‘edit” the stylistic words via implicit
(stylistic words were specified in the prompt) or explicit
(each stylistic word was replaced with a “[MASK]” token)

and not suffer from error

accumulation, PromptEdit [39] transformed the text style
transfer task into a classification problem. Given a candidate

style score with an LLM.
using the steepest-ascent

hill climbing (SAHC) algorithm [98] for local search using

ion, and replacement. For

each editing position, every editing operation was performed
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TABLE 1. LLM-based text style transfer approaches.

Approach [ Year [ LLMs [ TST Task(s) [ LLM-based TST Approach
Augmented zero-shot [10] 2022 | GPT-3[62], Formality Transfer Standard prompting
LaMDA [63] Sentiment Transfer
Prompt-and-Rerank [11] 2022 | GPT-2 [37], GPT-J [64], Formality Transfer Standard prompting
GPT-Neo [65] Sentiment Transfer
LowResBART [12] 2023 | BART [66] Sentiment Transfer Standard fine-tuning
ProSwitch [13] 2024 | LLaMAZ2-Chat [67] Expertise style transfer | External knowledge
as part of the input
APR [38] 2024 | GPT-2 [37], GPT-J [64], Formality Transfer Prompt selection by routing
GPT-3.5 [68] Sentiment Transfer
Personal Style Transfer
PromptEdit [39] 2023 | GPT-J [64] Formality Transfer Text editing via prompting
Sentiment Transfer
Personal Style Transfer
Prompt&Fine-tune [69] 2024 | GPT-3.5 [68], Falcon [70], Sentiment Transfer Standard prompting,
LLaMA [71], Mistral [72], Text Detoxification Standard fine-tuning
BLOOM [73], ChatGLM [74],
OPT [75], Zephyr [76]
PEGF [77] 2024 | GPT-3.5[68] Formality Transfer Text editing via prompting,
Sentiment Transfer RL from machine feedback
CoTeX-TA, CoTeX-TB [78] 2024 | PalLM2 Unicorn [79] Formality Transfer Extracting rationales from LLMs
Personal Style Transfer
Text Detoxification
LLM-as-signal, Prompt-then-AM, 2024 | BART [66], ChatGLM?2 [74] Sentiment Transfer Combining LLMs and
AM-then-prompt, AM-as-demo [80] attention-based pre-LLM models
SubReddit-T5, 2023 | BART [66], T5 [81] Style Transfer to Standard fine-tuning
SubReddit-BART [82] community-specific
SubReddit language
CycleGAN-TS, 2024 | BART [66], T5 [81] Formality Transfer Standard fine-tuning
CycleGAN-BART [83] Sentiment Transfer
TEP, CEP [84] 2024 | GPT-3 [62], GPT-3.5 [68], Personal Style Transfer | Instruction fine-tuning
Falcon [70], LLaMA [71],
Mistral [72], Zephyr [76],
GPT-4 [85], and other LLMs
PrefixTune [86] 2023 | GPT-2[37] Sentiment Transfer PEFT
StyleVectors [87] 2024 | Alpaca [88] Sentiment Transfer PEFT
Personal Style Transfer
sNeuron-TST [89] 2024 | LLaMA-3 [90] Formality Transfer PEFT
Sentiment Transfer
Personal Style Transfer
Text detoxification
RLPrompt [91] 2022 | GPT-2 [37] Sentiment Transfer Prompt optimization with RL
Personal Style Transfer
PPO [92] 2024 | GPT-J [64], LLaMA [71], Rewriting inappropriate | RL from machine feedback
BLOOM [73], OPT [75] argumentation
T5-KA [93] 2024 | TS5 [81] Formality Transfer External knowledge
as part of the input
SKGPrompt [94] 2025 | GPT-J [64], GPT-Neo [65], Formality Transfer External knowledge,
LLaMA-2 [67], T5 [81], Personal Style Transfer | as part of the input
FLAN-TS5 [95] Text Detoxification
Neutralizing
subjective bias
DATG [96] 2024 | LLaMA-2 [67], Falcon [70], Sentiment Transfer Alignment with dynamic
BLOOM [73], Alpaca [88], Text Detoxification attribute graphs
Phi-2 [97] 0

and the candidate sentence with the highest score was
selected. The average edit distance was 2.9 and 4.7 steps for
sentiment transfer and formality transfer, respectively.
Methods based on editing achieved high self-BLEU
scores because of the preservation of the input content [77]
but yielded a better balance between content preservation
and style transfer strength with 20x smaller LLMs [39].
Content preservation improved when more samples were
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included in the prompt, but style transfer strength and
fluency decreased [77]. Prompt editing [39] achieved better
performances than Prompt-and-Rerank [11], and a better
balance between content preservation and style transfer
strength compared to the Augmented zero-shot [10]. The
improvement was smaller for the formality transfer task
because it is more challenging than the sentiment transfer
task.
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a) General architecture for prompting techniques
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b) General architecture for fine-tuning techniques

knowledge

Reward
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LLM

output sentence

¢) General architecture for memory-augmented LLMs

FIGURE 2. Architecture for different LLM-based approaches for text style transfer. a) General architecture for
prompting techniques. b) General architecture for fine-tuning techniques. c) General architecture for

memory-augmented LLMs.

3) PROMPT SELECTION BY ROUTING

Routing mechanisms identify the most effective prompts for a
given task. By evaluating multiple options, these mechanisms
ensure that the LLM receives the most effective instructions
for the task. APR [38] utilized a prompt router to determine
which prompt among a few predefined seed prompts with
different degrees of detail about the task is optimal for the
input sentence. The prompt router was trained in a supervised
manner by scoring a subset of the sentences paired with
each of the seed prompts. According to the style transfer
score (considering content preservation and quality of style),
the pairs of seed prompts and sentences were separated
into positive and negative samples. To generate the output
sentence in the target style, first, the optimal prompt was
selected with the prompt router and then the LLM was
prompted with it. This approach generated outputs with
better style transfer strength and more fluent and grammatical
text. Compared with the random selection of a prompt, the
performance on prompt selection based on style transfer score
was significantly better.

4) PROMPTING LLMS AS AUXILIARY COMPONENT FOR TEXT
STYLE TRANSFER

LLMs can act as auxiliary components to complement
and enhance pre-LLM-based models. Despite most methods
being focused on utilizing LLMs directly for text style
transfer, several methods explored the option of using
the LLM prompting techniques in a way that enhances
the traditional text style transfer approaches [78]. CoTeX-
TA [78] and CoTeX-TB [78] followed the CoT technique
for improving text style transfer by extracting rationales
from an LLM. CoT was applied in two distinct methods:
Target-Blind (TB) in which only the source text and the
target style were specified, and Target-Aware (TA) with
the corresponding human-annotated target text specified
additionally. The generated data was used to fine-tune smaller
student models. A similar approach, LLLM-as-signal [80],
was applied to fine-tune a mask predictor to identify and
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modify stylistic words with training data generated by LLM.
Prompt-then-AM [80] used prompting to obtain a sentence
with the target style and then applied attention masking to
identify and modify stylistic words. AM-then-prompt [80]
did the opposite i.e. first applied attention masking to edit the
original text and then rewrote the prediction by prompting the
LLM. AM-as-demo [80] explored few-shot prompting with
samples generated with attention masking.

Fine-tuning with samples generated following CoT sur-
passed previous unsupervised, few-shot prompting and
instruction fine-tuned methods for formality transfer and
achieved comparable performance on the text detoxification
task [78]. The approach also showed an advantage in
low-resource settings possibly due to the high quality of
data generated by the LLM. However, including target output
sentences did not exceed the performance [78]. On the
contrary, using LLM-generated outputs as demonstrations for
editing stylistic words showed a negative impact because
the generated sentences had poor style strength [80]. The
opposite, i.e. utilizing samples generated with attention
masking for editing stylistic words helped the LLM to
learn the target styles better. LLMs were more likely
to produce more fluent output sentences, while attention
masking methods performed better in transforming sentences
to the target style [80], therefore applying prompting followed
by attention masking effectively balanced the fluency and
style strength.

B. FINE-TUNING LLMS FOR TEXT STYLE TRANSFER

Fine-tuning techniques for LLM-based text style transfer
were used to adapt to specific TST tasks. Standard fine-tuning
adjusts LLM weights using task-specific datasets, while
instruction fine-tuning further enhances the LLM with task-
specific instructions. Parameter-efficient methods, such as
prefix tuning, learn a sequence of task-specific vectors
without altering the base model weights. Additionally,
representation fine-tuning methods adjust the internal state of
LLMs to steer the generation toward the desired target style.
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RL-based methods, such as RL from machine feedback to
verify the validity of the generated output and policy networks
to find an optimal prompt, were also explored for text style
transfer. A general architecture of the fine-tuning methods is
shown in Figure 2 b).

1) STANDARD FINE-TUNING AND INSTRUCTION
FINE-TUNING
Several standard fine-tuning approaches were explored for
text style transfer with task-specific datasets [12], [69], [82],
[83]. LowResBART [12], SubReddit-T5 [82], SubReddit-
BART [82], CycleGAN-TS [83], and CycleGAN-BART
[83] relied on the standard fine-tuning approach on a pre-
trained LLM. LowResBART was fine-tuned in multiple
experiments, each including one or a combination of the
following methods: hyperparameter tuning, adding explicit
guidance via prompts, self-training using synthetic data
generated by the model, use of paraphrasing as a data aug-
mentation technique, and incorporating a reward (obtained
from a style classifier) into the training loss. SubReddit-
TS5 and SubReddit-BART were fine-tuned to complete a
prompt with provided examples, to follow the style of those
examples. CycleGAN-T5 and CycleGAN-BART utilized a
fine-tuning approach based on CycleGAN [99] for text style
transfer to apply self-supervision at the sequence level to
handle mixed-style inputs. On the other hand, TEP [84] and
CEP [84], evaluated the instruction-based fine-tuning using
a four-part prompt that specified the task, instructions, output
indicator, and example text in the target style (the experiments
were only focused on particular author styles). TEP provided
task definition with a short snippet of author text, while
CEP added additional author data or guided instructions in
the form of a few key linguistic features that potentially
demonstrate the author’s unique linguistic preferences.
Fine-tuning proved to achieve the highest performance
gains with a strong performance for most of the LLMs
including the ones whose performances on zero-shot and few-
shot prompting were weak [69], [83], but further fine-tuning
on more epochs showed to worsen the performances [82].
Hyperparameter tuning also improved the performance [12].
Adding prompt guidance and incorporating style rewards
into a training loss improved style accuracy [12] while
self-training on synthetic data improved content preservation.
However, increasing the number of synthetic samples did not
provide much improvement due to an imbalance between
real and synthetic samples [12], but adding more data
about the target style* in the prompt led to performance
improvement [84]. For a subset of TST tasks, instruction-
tuned and chat-based models showed better performance than
their base variants in zero-shot and few-shot settings [69].
An example of the opposite is the task of generating text
in a language specific to a particular SubReddit commu-
nity. Fine-tuning yielded worse results than the zero-shot

4More data about the target author style.
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setting and the model tended to simply copy the source
text [82].

2) PARAMETER EFFICIENT FINE-TUNING (PEFT)

For text style transfer, PEFT was explored in two directions
i.e. prefix tuning and adjusting the LLM internal state to
steer the generation toward the desired target style. Prefix-
Tune [86] relied on the prefix tuning approach incorporating
three distinct prefixes: style prefix to encode the target
style, content prefix to extract content information, and
shared prefix to provide task-related information. The model
followed adversarial training with both the generator and the
discriminator being prefix tuning-based LLMs. The generator
was trained with a combination of self-reconstruction loss,
style transfer loss, and cycle generation loss. The discrimina-
tor was trained with a negative log-likelihood of predicting
the style of the generated sentence or determining whether
it was fake. StyleVectors [87] and sNeuron-TST [89]
focused on modifying the internal state of the LLM to
guide the generation i.e. steering its output. StyleVectors
experimented with two types of style vectors that were
added to the activations of the hidden layers during the
generation. Training-based style vectors were created by
learning an individual steering vector for each target sentence.
Activation-based style vectors were created by aggregating
activations of chosen layers recorded during the forward
pass of the input. sNeuron-TST identified source-style and
target-style neurons associated with source and target styles,
respectively. Neurons with zero activations were selected as
style neurons and associated with the corresponding style.
The output sentence was generated with the LLM where the
source-style-only neurons were deactivated to enhance the
stylistic diversity and give a higher probability of target-style
words.

Prefix tuning improved content preservation and flu-
ency [86] and provided results that were close to fine-tuning
the whole model. Regarding the different prefixes, there was
a drop in content preservation without the content prefix and
a drop in both style control and content preservation without
the shared prefix. Without the style prefix, the LLM directly
copied the input sentence, failing to modify the style. Steering
the output of the LLM with style vectors enabled a continuous
and adjustable modulation of the LLMs’ outputs and provided
a smoother transition than prompting-based approaches.
It achieved superior style transfer accuracy and fluency
in comparison with baselines [87]. However, deactivating
source-style neurons improved the accuracy, but decreased
the fluency because of the deactivation’s impact on the word
distribution [89]. Deactivating target-style neurons decreased
both accuracy and fluency. Comparing the two style vector
types, training-based style vectors were more expensive in
terms of performance and resources than activation-based
style vectors [87]. According to the analysis of neuron
activations and the determination of the style-specific words,
the latter layers of the model were shown to be responsible
for the style-related outputs [89].

44713



IEEE Access

M. Toshevska, S. Gievska: LLM-Based Text Style Transfer: Have We Taken a Step Forward?

3) APPROACHES BASED ON REINFORCEMENT LEARNING
Verifying the validity of the generated output and find-
ing optimal prompts via policy networks were the two
directions explored for LLM-based text style transfer with
RL. PEGF [77] applied RL from machine feedback to
verify the validity of the detected editing region of the
input sentence. It used a classifier as a discriminator to
compute a score for the input sentence and the masked
input sentence in which the stylistic words were replaced
with a special “[MASK]” token. Then the results were
fed back to the LLM. RLPrompt [91] utilized RL for
discrete prompt optimization by training a policy network
to generate the desired prompts. The agent selected prompt
tokens one by one according to a policy to maximize the
reward, at each time step given the previous tokens. For text
style transfer the reward was a sum of the content preservation
score (computed via matching token embeddings similar to
BERTScore) and style transfer strength score (computed with
a BERT-based style classifier). A similar reward model was
used by another RL from machine feedback approach [92]
that applied PPO [100] to obtain a better version of an
initial policy. An initial policy was obtained via various
prompting techniques that solve the task to a certain extent.
Several policies were learned, each with a different weight
for a balance between content preservation and style transfer
strength.

Using a discriminator and its feedback for validating edit-
ing regions showed a significant impact on the performance
since, without it, assessing the correctness of the edited
regions generated by the models was not possible [77].
Employing RL to select prompt tokens was shown to improve
performance significantly over prompting baselines. These
prompts performed better on average with lower variance
than manual prompts [91]. By comparing different model
sizes, the performance monotonically increased from smaller
to larger models [91]. Larger models showed slightly lower
content preservation and style accuracy, but higher perplexity
indicating that the approach preserved the LLM fluent capa-
bilities [91]. Instruction fine-tuned LLaMA demonstrated the
best overall performance and applying PPO to the LLaMA
managed to align to those performances, with the best
performance achieved by an equal balance between the two
reward values [101].

C. MEMORY-AUGMENTED LLMS FOR TEXT STYLE
TRANSFER

Memory augmentation for LLM-based text style transfer
is a relatively unexplored area with current approaches
primarily focused on integrating external knowledge as
part of the input prompt and alignment with dynamic
attribute graphs. A general architecture of the memory-
augmented LLM-based methods is shown in Figure 2 c).
Fine-tuning with knowledge augmentation by including
additional knowledge as part of the input sentence and/or
instruction was explored by ProSwitch [13], T5-KA [93] and

44714

SKGPrompt [94]. ProSwitch explored PEFT and full
fine-tuning with knowledge-enriched instruction that included
article snippets to provide implicit knowledge of the target
style. T5-KA included the sentence from the set of sentences
in the target style that is most similar to the input sentence,
as part of the input to the LLM. SKGPrompt explored
prompting augmented with information extracted from a style
knowledge graph that contained words and semantic relations
between them. Semantic relations for the top three style
markers were extracted from the style knowledge graph and
added to the input sentence. DATG [96] employed dynamic
attribute graphs to identify keywords aligned or opposed to
the target style. The text sequences were transformed into
a directed weighted graph informed by classifier scores for
alignment with the target style. Two graphs, positive and
negative, were created. The output sentences were generated
with two strategies. The Logits-Boost strategy influenced
token probabilities associated with positive and negative
nodes by adjusting nodes in the generation algorithm (DATG-
L). The Prefix-Prompt strategy guided the LLM towards
highlighting positive nodes and avoiding negative nodes by
appending particular prompt prefixes (DATG-P).
Knowledge-enriched instruction provided more detailed
guidance and improved the ability to switch styles [13]
while augmenting with the most similar sentence achieved
better performances than standard fine-tuning and zero-
shot prompting [93]. Augmenting with information extracted
from a style knowledge graph improved content preservation
possibly due to the structure of the prompt that provided
specific word choices to guide the generation [94]. In com-
parison with PEFT techniques, standard fully fine-tuned
models generated longer sentences with more reasoning steps
and fewer technical terms [13] suggesting that they learned
expression better than wording. Analyzing the effect of model
size showed that increasing the model size improved the
performance as suggested with the T5-base model achieving
better evaluation results than the T5-small model [93].
Logits-Boost strategy showed superior performance, while
Prefix-Prompt had weaker performance [96] with higher
relevance scores likely due to the keywords in the prompt
that acted like anchors. Both approaches effectively reduced
toxicity and controlled the sentiment, despite demonstrating
varying performance in both directions for sentiment transfer.

V. CONCLUDING REMARKS ON LLM-BASED TST:
CAPABILITIES AND LIMITATIONS

Before concluding, it is important to highlight the potential
of LLMs for text style transfer. Although significant progress
has been made in recent years, many challenges and
opportunities remain to be explored.

A. PROMPT AND INSTRUCTION DESIGN FOR LLM-BASED
TEXT STYLE TRANSFER

Designing prompts and instructions plays a significant role
in text style transfer. Human intuition is to design fluent
prompts that clearly describe the task with explicit directions.
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While prompts are often designed in a way to make sense
for a human, one research has shown that prompts that seem
nonsensical or differ from what a human would consider opti-
mal i.e. are “gibberish” can lead to better performance [91].
For example, one optimal prompt learned for sentiment
transfer was “Parameters Comparison) = (Compare either”.
Learning optimal prompts may be challenging, especially
for larger models that require more resources. Prompts
learned on smaller models demonstrated similar or better
performance when applied on larger models [91] thus
highlighting the potential of leveraging smaller models for
learning optimal prompts more efficiently and then using
them for larger models to benefit from their capabilities.

B. LLM-BASED TEXT STYLE TRANSFER

The performance of LLM-based text style transfer methods
varies depending on the size of the model, the complexity of
the task, and the approach used. Larger models demonstrated
better performance in generating sentences in the desired
target style [10], [11], [91], [93], [94], while smaller
models faced notable challenges, particularly for zero-shot
prompting [69]. However, further increasing the model size
was shown to diminish the improvement in performance [69]
suggesting that increasing the model size is not the general
solution. Selecting the optimal prompt with RL improves the
performance in comparison with prompting baselines [91].
Additionally, methods based on prompt routing demonstrated
better style transfer strength and fluency compared to
standard prompting, as they select the most suitable prompt
for the given task [38]. Contrastive prompts have also shown
improvements in style quality by creating a clearer distinction
between the source and target style in the generated text [11].

Providing task-specific examples with few-shot prompting
offers an improvement over zero-shot prompting approaches.
When compared to prompting techniques, fine-tuning
achieved superior performance [69]. On the other side, fine-
tuning across additional epochs led to worse performances for
some text style transfer tasks such as generating sentences in
the style used in a particular SubReddit community [82]. As a
parameter-efficient alternative, prefix tuning provided results
close to the full fine-tuning of the model [86], while also
improving content preservation and fluency. Additionally,
incorporating style rewards into training objectives was
shown to enhance style transfer strength by explicitly guiding
the model toward stylistic modifications [91]. Self-training
on synthetic data generated by LLMs further improved
content preservation [12].

The underlying text style transfer task and its complexity
shape the overall performance of the model. For example,
the improvement achieved with text editing via prompting,
in comparison with standard prompting approaches, was
smaller for formality transfer than sentiment transfer [39]
since formality transfer is a more challenging task. Methods
based on prompt editing achieved high self-BLEU scores
because they only modify small parts of the sentence while
preserving most of the input structure, leading to strong
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content retention [39]. Moreover, augmenting input prompts
with information extracted from a style knowledge graph
has further improved content preservation by providing
structured contextual guidance [94]. Additionally, fine-tuning
with LLM-generated samples outperformed pre-LLM unsu-
pervised, few-shot prompting, and instruction fine-tuning
methods for formality transfer, but achieved comparable
results for text detoxification [78].

C. PROMPTING VS. FINE-TUNING VS.
MEMORY-AUGMENTED LLMS FOR

TEXT STYLE TRANSFER

Fine-tuning generally improves the performance of text
style transfer models compared to prompting, as it allows
the model to adapt more closely to the desired target
style by updating its parameters with supervised examples.
This additional adaptation results in higher quality outputs,
particularly for complex tasks such as generating text in
a particular person’s style. However, the effectiveness of
fine-tuning depends on the quality and size of the training
data, as well as the specific style transfer task. In cases
where the available training data does not fully capture the
nuances of a particular style, prompting may still be a viable
alternative.

Despite its performance advantages, fine-tuning is com-
putationally expensive and requires significant training time,
particularly for larger models. The process involves updating
model weights through multiple training epochs, demanding
substantial hardware resources, which can be prohibitive
for researchers or practitioners with limited computational
capacity. In contrast, prompting methods do not require
modifying the model parameters and are more cost-effective.
By leveraging pre-trained knowledge, prompting allows for
flexible adaptation without the need for extensive retraining,
making it a practical choice for many real-world applications.

Memory augmentation offers another alternative that
surpasses both prompting and fine-tuning in performance by
allowing the model to retrieve and utilize external knowledge
during inference. This method provides access to additional
context and factual information, enabling the model to
produce outputs that are more accurate and contextually
appropriate. Unlike fine-tuning, which integrates knowledge
directly into the model weights, memory augmentation
keeps external knowledge sources separate, reducing the
risk of catastrophic forgetting and improving generalization
across different tasks. However, the effectiveness of memory
augmentation depends on the quality and relevance of the
external data used for retrieval.

The choice between these approaches is further influenced
by the trade-off between model size and computational
efficiency. Larger models generally achieve superior per-
formance in text style transfer tasks due to their increased
capacity to capture linguistic patterns and stylistic nuances.
However, this improvement comes at the cost of higher
computational demands, longer inference times, and greater
energy consumption. In contrast, smaller models require
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significantly fewer resources but tend to struggle with
complex transformations, particularly in zero-shot and few-
shot scenarios. As a result, balancing model size, adaptation
strategy, and computational feasibility remains a crucial
consideration for optimizing text style transfer performance.

D. LLM-BASED APPROACHES VS. PRE-LLM APPROACHES
FOR TEXT STYLE TRANSFER

In comparison to traditional pre-LLM state-of-the-art models,
although achieving comparable performances [69], LLMs
offer less fine-grained control in the properties of the
style-transferred text than methods that see task-specific
training data [10]. This was manifested by not improved [12]
or lower [91] content preservation, and variable style strength.
Several approaches demonstrated a notable improvement in
fluency by generating smoother outputs [77] thus suggesting
that LLM-based approaches preserve their fluent generation
capabilities [91]. On the contrary, pre-LLM approaches
had relatively high style strength, but low fluency [80].
Nonetheless, the performance of LLMs versus non-LLM-
based methods depends heavily on the specific text style
transfer task as different methods showed varying positive or
negative improvements on different tasks [78].

Traditional pre-LLM methods rely heavily on large
(parallel) datasets that are difficult to create and not always
available. By leveraging zero-shot or few-shot capabilities,
LLMs perform text style transfer with no or few examples
thus reducing the need for huge (parallel) datasets. This
ability also allows transferring the sentences to arbitrary
and unseen styles such as ‘““more comic” or ‘“‘more
melodramatic” [10]. Output sentences generated by LLMs
demonstrated strong fluency, thus making them beneficial for
creating synthetic data for supervised training of smaller or
non-LLM models [80].

E. LIMITATIONS AND OPEN CHALLENGES OF LLM-BASED
APPROACHES FOR TEXT STYLE TRANSFER

Although LLMs are capable of generating diverse text
for many tasks they still face limitations. Sometimes, the
obtained output cannot be parsed into usable answers [10]
or it may not be provided at all [69]. For example, a possible
response to a prompt for rewriting a sentence in a particular
style could be “Sounds like you are a great writer!” or ““Here
are more writing tips and tricks.”. Such responses fail to
address the specific request, offering generic or irrelevant
information instead of the desired rewrite.

LLMs are prone to producing hallucinations i.e. generating
content that is nonsensical or unfaithful to the provided source
content. The generated outputs are grammatically correct,
yet factually unsupported. Producing hallucinations could
be a result of various factors [23]. While for some tasks
such as creative writing, hallucinations may be beneficial,
there are tasks such as summarization for which it would
be disastrous [10]. For text style transfer, LLMs could
occasionally misinterpret instructions in a prompt and
produce outputs unrelated to the input, especially with longer
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prompts when it becomes difficult to distinguish between the
instruction and the actual content [80].

Different methods demonstrated superiority across differ-
ent evaluation aspects, highlighting the inherent trade-offs
in text style transfer. Approaches that excel in content
preservation tend to exhibit weaker style transfer strength,
while those that perform better in style transfer strength often
show worse content preservation capabilities [69], [94]. This
balance remains a persistent challenge in both pre-LLM and
LLM-based text style transfer which emphasizes the need for
techniques that can effectively optimize both objectives.

VI. IMPLICATIONS OF LLM-BASED TEXT STYLE
TRANSFER

Knowledge augmentation approaches showed promising
results in several natural language generation tasks that
are mostly knowledge-intensive. However, their application
for enhancing text style transfer methods remains relatively
unexplored. Some of the pre-LLLM approaches relied on style
markers of the retrieved most similar sentence [4], [5] to guide
the generation process and sentiment memories [40] to learn
and store information for the target sentiment, while few of
the LLM-based approaches utilized sample sentences in the
target style [13], [93]. These KA-based approaches hold the
potential to further facilitate TST tasks and could provide
valuable insights for future research. Incorporating external
and/or additional knowledge could enhance the models to
adapt to more diverse style transfer tasks and provide better
contextual understanding.

Vast amounts of data, used for training LLMs, may
include implicit societal biases, stereotypes, hallucinations,
etc. Their usage for text style transfer, as well as other natural
language generation tasks, could unintentionally replicate or
amplify them in the generated style transferred sentence.
Further training student models on such generated data
could inherit those characteristics [78]. A potential misuse
particularly for text style transfer is generating a sentence in
the opposite direction of the task [92]. For example, making
appropriate text inappropriate, transferring non-offensive text
to offensive, transforming neutral sentence to toxic, or in the
case of arbitrary styles making a sentence ‘“‘more racist” [10].
Strong directional bias was observed for sentiment transfer
where the LLM performed better in transforming a positive
sentence into a negative one than the opposite [11]. Similar
behavior was observed for politeness transfer with better
performance for the direction from impolite to polite than the
opposite [89].

Apart from standard TST tasks, LLMs were evaluated
on other tasks that involve or rely on text style transfer.
One application was generating textual explanations [102] in
addition to generating a sentence in the target style to produce
clarifications or rationales for specific transformations. This
approach was used to generate synthetic explainable TST
datasets for formality transfer and subjective bias correction.
Student models fine-tuned on these datasets outperform
generalist teacher models on the one-shot explainable text
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style transfer task. Another application was to modify the
style of an input conversation [103], [104] or to maintain
a consistent tone across exchanges, which can be critical
in conversational systems. The models were able to better
match the target style by incorporating multi-turn context.
Additionally, text style transfer techniques were utilized to
generate questions by combining a predefined style template
with the internal context of a conversation [105]. This
approach outperformed strong baselines in terms of diversity.

VII. CONCLUSION

This paper presented an overview of recent advancements in
text style transfer with a particular focus on using LLMs,
with the aim to identify research gaps and suggest further
improvements. We began the discussion with a summary
of the traditional pre-LLM approaches and then continued
with the LLM-based approaches for text style transfer.
The methods were discussed and grouped into three main
categories. We hope that this overview serves as a valuable
resource for future research in text style transfer that is built
upon LLMs.

APPENDIX

LLM-BASED APPROACHES FOR TEXT GENERATION

Large Language Models (LLMs) demonstrated remarkable
abilities in a variety of natural language processing (NLP)
tasks. LLMs are constructed in accordance with the Trans-
former [53] architecture. These models leverage pre-training
on a vast collection of datasets that enables learning the
semantics and patterns inherent in language. The pre-training
phase involves predicting the next word for a particular
sequence [37], [52], or masked language modeling and
next sentence prediction [106]. Pre-trained models could
be fine-tuned for downstream tasks using task-specific
datasets typically smaller than the ones used in the pre-
training phase. The fine-tuning phase enables the model
to learn language patterns and semantics that are specific
to the task. Given that increasing the model or data size
enhances the performances on downstream tasks, numerous
LLMs have been proposed in the past few years: TS [81],
FLAN-T5 [95], PaLM [107], GPT-3 [62], GPT-4 [85],
Falcon [70], LaMDA [63], LLaMA [71], LLaMA-2 [67],
LlaMA-3 [90], Mistral [72], Gemini [108], and many others.
The following subsections provide a brief overview of various
approaches, including prompting techniques, fine-tuning and
reinforcement learning, retrieval-augmented generation, and
knowledge augmentation.

A. PROMPTING TECHNIQUES

Prompting techniques for LLMs gained an extensive research
interest since GPT-3 [62] introduced in-context-learning i.e.
learning from a few or no samples. Choosing the right
prompt and the right number of demonstrated examples
has a big impact on the performances [109], [110], [111]
making prompt engineering a field of significant research
attention [112], [113]. For zero-shot prompting [54],
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no examples of the task are given in the prompt, while for
one-shot and few-shot prompting [55] one or n examples
are provided as part of the prompt, respectively. Chain-
of-Thought (CoT) prompting [56] is a new direction that
has been explored recently to improve the performance on
reasoning tasks. The prompt is formulated by breaking down
the problem into manageable steps in a similar way that a
human would approach solving a reasoning problem. Few-
shot CoT requires manually crafted examples as part of
the prompt, while Zero-shot CoT [114] adds “Let’s think
step by step” to the prompt before each answer. Plan-and-
Solve (PS) Prompting [115] aims to address challenges
such as missing reasoning steps by first planning subtasks
and then executing them. Skeleton-of-Thought (SoT) [116],
improves the inference time by generating key ‘‘skeleton
points” that are processed in parallel. Chain-of-Verification
(CoVe) [117] was developed with the aim of reducing
hallucinations by separating the generation process into four
steps: generating a baseline response, creating verification
questions, answering these questions to detect hallucinations,
and then producing a final verified response.

B. FINE-TUNING AND REINFORCEMENT LEARNING

The standard approach to fine-tuning LLMs is to adjust
the model parameters by further training on a task-specific
dataset that is usually much smaller than the datasets used
for pre-training. This approach enhances the performance
of the model but can be computationally expensive and
resource-intensive due to the need to adjust all param-
eters during training. Parameter Efficient Fine-tuning
(PEFT) [57], [118], [119] emerged as an effective solution
for reducing the number of parameters for fine-tuning
and memory usage while preserving performance levels
similar to full fine-tuning. PEFT updates a limited set
of additional parameters or modifies a subset of the pre-
trained ones, thus enabling the model to retain the previously
learned knowledge and at the same time, adapt to the
particular task. Prefix Tuning [58] keeps LLM parameters
frozen and optimizes a sequence of continuous task-specific
vectors called prefixes. This approach obtained comparable
performances to the full fine-tuning by modifying only a
small subset of the parameters.

Most of the available LLMs have been trained with the
objective of predicting the next token, which differs from
the objective “follow the user’s instructions helpfully and
safely” [37], [62], [63], [120], [121]. Instruction fine-
tuning was developed to align these two objectives by
fine-tuning LLMs on pairs of human instruction for the task
and desired output [95], [122]. This enables the models to
respond better to instructions and reduces the need for few-
shot exemplars [54], [123], [124]. Reinforcement Learning
from Human Feedback (RLHF) [125], [126] incorporates
human preferences in the training process. It uses a reward
model that is trained to score the outputs according to
their alignment preferences given by humans to create a
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dataset that is then used to further fine-tune the LLM using
reinforcement learning. Direct Preference Optimization
(DPO) [127] was developed to directly optimize an LLM to
align with human preferences without explicit reinforcement
learning or reward modeling. It implicitly optimizes the same
objective as RLHF but is simpler to train. DPO applies a
change of variable to directly define the preference loss
based on the policy. With a dataset of human preferences for
LLM responses, DPO optimizes the policy using a binary
cross-entropy objective resulting in an optimal policy that
aligns with an implicit reward function derived from the
preference data.

C. RETRIEVAL AUGMENTED GENERATION

Retrieval Augmented Generation (RAG) [59] enhances the
LLM performance by incorporating external knowledge in
the generation process allowing access to current information
and specialized knowledge that might not be included
in the training data. It enables the LLMs to reference
verified information, improving the reliability of their outputs
and their factual accuracy. RAG approaches are generally
categorized into three groups [128]: Naive RAG, Advanced
RAG, and Modular RAG. Naive RAG involves basic retrieval
techniques where relevant documents are retrieved to facili-
tate the generation process. This approach provides the basis
for understanding more sophisticated RAG systems [129].
Advanced RAG includes pre-retrieval and post-retrieval
techniques to enhance retrieval quality. Pre-retrieval is
focused on optimizing the indexing structure and the original
query [130], [131], [132], while post-retrieval is focused
on re-ranking the retrieved information and compressing
the context to be processed. Modular RAG introduces
specialized components to enhance retrieval and processing,
or reconfiguration/substitution of existing modules. Some of
the approaches include a search module that adapts to various
data sources using LLM-generated code [133], RAGFusion
for multi-query searches to uncover diverse knowledge [134],
a routing module to select the best data source [135], hybrid
retrieval strategies that combine keyword, semantic and
vector searches, and others.

D. KNOWLEDGE AUGMENTATION

Knowledge augmentation (KA) has been explored for
LLMs in two directions [136]: querying LLMs as knowl-
edge bases (KBs) and augmenting LLMs with knowledge.
Querying LLMs as KBs aims to retrieve relevant knowledge
learned from the LLM. This task was explored in various
cases including casting the knowledge contained within
language models into a knowledge graph [137], fine-tuning
to answer questions without access to any external context or
knowledge [138], or using LL.Ms as an additional component
to create synthetic training data for student models [139].
Many NLP tasks are knowledge-intensive i.e. they require
access to external knowledge sources. Several language

44718

models have been proposed for these tasks [60], [61], [140],
[141].

ERNIE [60] integrates lexical, syntactic, and knowledge-
based information, trained on large-scale text corpora and
knowledge graphs. It was designed for tasks requiring
extensive knowledge, such as relation extraction. Know-
BERT [140] builds on BERT [106] by incorporating
knowledge bases like WordNet and a subset of Wikipedia,
enabling it to handle tasks like entity typing and word
sense disambiguation. LinkBERT [141] represents text as
a graph of linked documents and uses document links, such
as Wikipedia hyperlinks and citation links in the biomedical
domain, to enhance pre-training. DRAGON [61] fuses text
with knowledge graph subgraphs, using masked language
modeling and knowledge graph link prediction as its core
pre-training tasks. It is designed to handle tasks that require
reasoning about both language and knowledge.
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